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MAP-REDUCE

• Map-Reduce is a way of framing a problem such 
that small pieces of it are easy to farm out to 
multiple nodes and then reassemble the results.

• Example: Counting the number of jelly beans of each 
color in a jar

• The conventional way would be to remove each bean 
individually and keep a tally of which color the bean was.



MAP-REDUCE (CONTINUED)

• We still do this, but we give a handful of beans to 
each node and then tally up all of the results 
together.

• Each handful is a chunk of data and each bean is 
mapped to a key (color) and value (1) pair:

• < RED, 1>; <YELLOW, 1>; <RED, 1>; <GREEN, 1>; 
<PURPLE, 1>; <GREEN, 1>; <ORANGE, 1>



MAP-REDUCE (CONTINUED)

• Another node now takes this data, sorts it, and 
reduces it by adding all of the values for like keys:

• < RED, 2>; <YELLOW, 1>; <GREEN, 2>; <PURPLE, 1>; 
<ORANGE, 1>

• This data is mapped to another node and ultimately 
reduced to produce the final answer:

• < RED, 519>; <YELLOW, 103>; <GREEN, 156>; 
<PINK, 57 <PURPLE, 89>; <ORANGE, 105>



MAP-REDUCE (CONTINUED)

• There are a great many tasks that can be formulated in this way:
• Internet search

• Netflix movie preference prediction

• Scientific modeling

• Consumer basket modeling (frequent item-sets)

• Formulating a problem this way makes it highly parallelizable, but it comes at 
a cost (overhead).



MAP-REDUCE (CONTINUED)
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FREQUENT ITEM-SETS

• Used by grocery chains to organize product placement

• Examples:
• Flour next to sugar (obvious)

• Toothpaste next to toothbrushes (obvious)

• Beer next to diapers, bread, and milk (not so obvious)

• A sample data set might look something like (each line is a transaction):
• Person #1 buys:  bread, beer, coke, milk

• Person #2 buys:  diapers, milk, beer, eggs

• Person #3 buys:  bread, diapers, beer, milk



FREQUENT ITEM-SETS (CONTINUED)

• The following item pairs are derived:
• (bread, beer); (bread, coke); (bread, milk); (beer, coke); (beer, milk); (coke, milk)

• (diapers, milk); (diapers, beer); (diapers, eggs); (milk, beer); (milk, eggs); (beer, eggs)

• (bread, diapers); (bread, beer); (bread, milk); (diapers, beer); (diapers, milk); (beer, milk)

• Each set of n items yields (n)*(n-1)/2 pairs Θ(n2)
• arithmetic series expansion in (n-1)

• The pairs are then mapped to a key-value set and reduced to produce the total of each 
type of pair (the key is item pair, the value is the # of occurrences):

• < (bread, beer), 2 >; < (bread, coke), 1>; < (bread, milk), 2>; < (beer, coke), 1>; 
< (beer, milk>, 3>; < (coke, milk), 1>; < (diapers, milk), 2>; < (diapers, beer), 2>;
< (diapers, eggs>, 1>; < (milk, eggs), 1>; < (beer, eggs), 1>; (bread, diapers), 1>



FREQUENT ITEM-SETS (CONTINUED)

• The result is reduced again to eliminate all pairs that do not appear at least 
twice:

• < (bread, beer), 2 >; < (bread, milk), 2>; < (beer, milk), 3>; < (diapers, milk), 2>; 
< (diapers, beer), 2>

• Based on this sample data, it would be to the grocer’s advantage to stock bread, 
beer, milk, and diapers on shelves close to each other based on the theory that if 
consumers want one of these products, they are generally more likely to want the 
others as well.

• Online marketplaces (like Amazon) use a similar algorithm to suggest items to 
add to your cart based on the current contents.



APPLYING FREQUENT ITEM-SETS TO CRYPTO
• Frequently, price shifts in commodities are 

technically driven, meaning that future 
prices are driven by perceptions of past 
behavior.

• My project attempts to show that when 
certain events occur together (in pairs), 
they are an indicator of a future price 
move.

• An example from the actual results for the 
bitcoin analysis is that low volume over an 
extended period of time, coupled with 
static prices after a recent decline are a 
precursor to a large upward movement.



QUANTIFYING THE TRAITS OF A CONTINUOUS 
DATA SET

• The first challenge is creating a system that translates a continuous set of data 
into a set of traits.

• The solution was to put the data into “bins”

• Example:  Attribute “A” varies from -0.1 to 1.5 and attribute “B”varies from 
0.5 to 9.0

• To create 10 bins of attributes that describe the various possibilities regarding the values 
of these attributes, assign 100-109 to “A”, and 110-119 to “B”

• A data set that included the traits 107 and 111, for example, would therefore have 
attribute “A” in the range 0.62 to 0.78 and attribute “B” in the range 1.35 to 2.20



VISUALIZING THE TRAIT PAIR

• The trait pair of attribute “A” 
attribute “B” can be visualized as a 
2D plot with “A” on one axis and “B” 
on the other.

• If “successful” trait pairs are coded 
as red and “unsuccessful” trait pairs 
coded as blue, the successful data 
points can be thought of as clustering 
in the window defined by the trait 
pair (107, 111)
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THE REAL DATA SET

• The actual data set consists of seven attributes (not including the date, which is used as an 
identifying index), and then this is expanded into two trailing indicators (30 day and 60 day), 
yielding a total of 21 possible attributes and 210 (= 21*(21-1)/2) trait pairs per day of 
data.

• Raw data fields: Volume, # Transactions, Market Cap, Closing Price, Exchange Volume, # Coins 
generated, Fees charged

• There are many more fields that could have been chosen or derived, but for this proof-of-concept, these 
fields functioned adequately

• Each trait is divided into 30 bins, resulting in a total problem space equal to 
∗( ) *302 = 189,000 possible trait pairs… with just 7 starting attributes

• Leading to millions of comparisons needed to establish relationships for even a small data set.

• Picking out the successful trait pairs is a great job for big data techniques.



IMPLEMENTATION

• Apache Spark running on a Hadoop cluster hosted by ODU(HPC), the program takes 
about 10 minutes to run (using daily data back to 2013 for bitcoin).

• First, the input data is parsed, derived data (trailing indicators, for example) is 
calculated, and then allocated to bins to create integer attributes.

• Pairs are mapped, and low frequency pairs are thrown away

• Successful days defined as days in which the price will rise by 20% by 30 days into 
the future

• Unsuccessful days defined as days in which the price will fall by 5% 30 days into the 
future



A LOOK AT THE CODE

• Apache Spark will allow several different languages

• Python was chosen due to it’s generally recognizable syntax and wide use in 
the machine learning community

• Parsing the input data with “flatMap” then then mapping to a key-value pair



A LOOK AT THE CODE (CONTINUED)

• Normalize the data by creating a trailing indicator:

• The normalized volume will actually be the percent growth from 30 days ago. 
The growth is capped at 100% (a factor of 2) to limit the influence of large 
spikes on the calculated range since spikes of this magnitude tend to skew the 
data.



A LOOK AT THE CODE (CONTINUED)

• Find min/max:

• The data is tokenized using a linear function bounded by the minimum and 
maximum, starting with a specific identifying integer (VNM_start) in this case, 
and a range of integer “bins” (DELTA in this case).



A LOOK AT THE CODE (CONTINUED)
• Create the trait baskets for each date:

• The resulting <key, value> pairs will be a date and a single trait, it might look something like 
<125, 1010>, where “125” in this case is a Julian date (sequential from January 1st, 2013) and 
“1010” is a trait. 



A LOOK AT THE CODE (CONTINUED)

• Calculate price improvement data:



A LOOK AT THE CODE (CONTINUED)
• Create winning/losing baskets:

• Filter out traits that do not meet the minimum threshold (there will certainly not 
be pairs of traits that meet the threshold if individual traits do not meet the 
threshold):



A LOOK AT THE CODE (CONTINUED)
• Finally, create a list of pairs for each date:



RESULTS (XMR)

• Generally positive, though better 
traits are needed.

• To evaluate the code, data was 
segregated into “Training” and 
“Testing”

• Monero (XMR) showed the best 
results for the testing data 
(probably due to very few non-
technical factors affecting price).



RESULTS (BTC)

• Bitcoin (BTC) seemed not to be 
working at first.

• However, two events occurred 
during the testing period (the 
last 20% of the data)

• Bitcoin Cash fork

• Massive adoption by general 
public in December 2017



RESULTS (BTC)

• When a distributed testing set is 
used (every 5th day removed 
from the data set and used 
solely for testing), a much better 
result emerges.

• This could more generally be 
considered a weakness of 
technical price forecasting, 
though the model worked as 
designed.



WHAT THE OUTPUT LOOKS LIKE

• Out of 189,000 
possible trait 
pairs, 21 were 
evaluated as 
being a significant 
predictor of future 
successful 
outcomes.



CONCLUSION

• Better indicators would move more data points from the “Not Predicted” column to 
either the “Predict Yes” or “Predict No” columns.

• This column should never go to zero in the real world because not every price move can be 
predicted from a technical analysis perspective

• The advantage of this type of analysis is that it is completely transparent
• It is easy to look at a result and claim that a particular correlation (trait pair) was the cause 

of a particular prediction

• This makes anomalous results much easier to evaluate than the “black box” of a neural 
network



FURTHER WORK

• Optimize code to run faster.

• Refine datasets to remove columns that add low levels of predictability in the testing 
data and add columns that increase the level of predictability of the final model.

• Run model on standard machine learning datasets to establish a basis for comparison 
with other techniques.

• Refine code to enhance usability for a broader range of general datasets and 
create a fully transparent correlation engine.


